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ABSTRACT 
This paper reviews the best practices and challenges for project 
managers and developers involved in implementing text-mining 
applications.  With focus on rule-based information extraction, 
and references to actual cases, the authors share their experiences 
from developing several text-mining applications in diverse 
industries.  First, project management issues are discussed, 
including a process for capturing business requirements and 
mapping them into features and linguistic patterns, development 
of linguistic rules, rule development standards, performance 
metrics, and an evaluation methodology.  Linguistic 
representations such as sub-syntactic, syntactic, semantic, and 
application-specific rules are identified. Special emphasis is 
placed on post-information extraction processing, such as 
improving the relevance of the extracted information, 
summarization models, techniques for handling typographical 
errors, resolution of temporal information, resolution of 
uniqueness of features and events, anaphora resolution, and a 
discussion on shallow vs. full parsing. Lastly, the paper discusses 
various utilities to help with the development of a text-mining 
application, such as feature analysis, visualization, database 
connectivity, source document pre-processing, and rule authoring 
tools. 

Categories and Subject Descriptors 
H.4. [Information Systems Application], H.3.3 [Information 
Search and Retrieval], I.2.7 [Natural Language Processing]. 

General Terms 
Algorithms, Management, Measurement, Documentation, Design.   

Keywords 
Text-Mining, Information Extraction, Application Development. 

   

1. INTRODUCTION 
A large amount of corporate data is in the form of unstructured 
text; conversion of this unstructured text into structured data can 
provide substantial business value. One such form of information 
extraction is rule-based feature extraction. The authors bring 
together their experiences in the development of applications in 
multiple industries using this form of text-mining, and outline 
various issues and challenges, both technical and from a project 
management standpoint when developing such applications. 

2. KNOWLEDGE-BASE CHALLENGES 
The cornerstone of a text-mining application is its linguistic 
knowledge-base, and how this knowledge is represented.  The 
focus of this paper is on rule-based text-mining applications, but 
other alternative techniques are also discussed in the Alternative 
Methods section. 

2.1 Rule-Based 
Rule-based knowledge representation techniques rely on the fact 
that the information to be extracted from documents is structured 
well enough to be located by a finite number of linguistic rules.  
The rule-based approach is generally more development and 
maintenance intensive; however, some attractive features of the 
rule-based approach are the specificity of the information and the 
precision with which information can be extracted.    

2.1.1 Development 
Development of rule-based text-mining applications can be 
complicated by the ambiguities in language and multiple 
linguistic representations of a single concept.  Therefore, it is vital 
to establish a sound process for capturing the  business 
requirements for the rules, so that the requirements can be 
mapped to reliable and maintainable rules.  The key steps in such 
a process are illustrated in Figure 1, and briefly described below. 

2.1.1.1 Business Requirements 
Capturing the business requirements is typically led by an analyst 
familiar with the domain.  These requirements must explicitly 
define the type of information to be extracted, where in the 
document to search, as well as how to represent and analyze this 
information.  For example, the requirements for capturing refund 
information may resemble: 
From the appropriate sections in the contract, seek any reference 
to “refund” or “pro-rata refund”.  In addition, capture the name 
of the product or service that the refund applies to, as well as the 
Dollar value or percentage of refund.  Capture the condition (if 
any) for each refund.   
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2.1.1.2 Features 
Subsequent to capturing the business requirements, the analyst 
must carefully evaluate sample documents, and determine the 
features and events that need to be extracted, realizing that every 
feature may not be found in every document.  The set of these 
features will eventually define the data model for storing the 
extracted information, therefore, in addition to the name, the type 
of data must also be specified.  For example: 

• Vendor Name (string) 

• Product (string) 

• Refund Amount (currency) 

• Refund Percentage (percentage) 

• Refund Condition (string) 
To help with the development of the rules, the analyst must also 
ensure that word stemming and synonyms for the features were 
appropriate.  For example, the Product feature may be defined as 
“network card”, “NIC”, or “Ethernet adapter”. 

2.1.1.3 Linguistic Patterns 
The business analyst and the developers work jointly to define the 
linguistic patterns that contain the features of interest.  By 
reviewing sample documents, they must identify all the possible 
variations in specifying the features and the relations among 
them.  For example, the language for capturing a refund may 
resemble any of the following fragments: 

• “A refund of 20% applies for each year that the network card 
is not used” 

• “A $5 refund applies when a network adapter is returned 
within the last year of the contract” 

• “No refunds are available for this product” 

2.1.1.4 Rule Development 
The application developers are responsible for writing the 
linguistic rules.  The rules must be written to match the identified 
linguistic patterns, and must extract the information in exactly the 

manner defined for each feature.  The following is a sample of a 
rule for extracting refund information: 

EDS_RefundStatement():-  
  [wcProRata]   // (Optional) indicators of pro-rated 
  EDS_wcRefundNoun  // Indicators of refund 
  skip (EDS_wcMoneyPaid,20) 
  EDS_wcMoneyPaid // Indicators of item of refund 
  skip (EDS_EOClause,50)  
  [EDS_EOClause  // (optional) look for another refund 
  skip(EDS_RefundStatement, EDS_EOClause, 100) 
  EDS_RefundStatement] 
  @> 
  @!; 

Special care must be taken by the developer to ensure that a 
newly developed rule does not interfere with the operation of 
other rules.  It is also essential to unit test each rule prior to 
moving on to the subsequent rules.  Various rule authoring tools 
(see Utilities) may be used to assist the developers for added 
productivity and accuracy. 

2.1.1.5 Metrics 
The performance of each rule must be measured to ensure 
adherence to the requirements.  The typical metrics for measuring 
the performance of linguistic rules are: 

• Precision: % of features identified that are correct. 

• Recall: % of the features identified from the total features in 
the document. 

• Significance: % of correct features that meet the business 
requirements (this metric is application-specific, and discussed 
later). 

The challenge is in balancing these metrics, as they often 
adversely affect each other.  For example, by tightening the 
linguistic patterns, it is possible to increase the precision but at the 
expense of lowering the recall. 

2.1.1.6 Testing 
Testing is a critical part of developing linguistic rules.  Often 
separate tests have to be conducted to measure different aspects of 
a new rule’s performance.  The following three stages appear to 
yield good results: 
  - Stage 1 Testing: Unit tests conducted by the developer when 
authoring linguistic rules.  No boundaries are defined for this 
stage. 
  - Stage 2 Testing: Efficacy tests used to evaluate the precision 
and recall of a new rule.  Prior to this test, a set of documents is 
baselined by manual reading and documentation of all the features 
that are expected to be discovered.  The new rules are applied to 
the documents in the baseline, and the extracted features are 
compared against the manually extracted features.  Any 
differences must be noted and used to improve the rules if 
necessary.  In this test, it is possible to encounter over-
performance, where the rules may discover features that were not 
identified manually.  In such cases the developer must determine 
whether this performance is desirable or otherwise. 

Figure 1. Application Development Processes 



  - Stage 3 Testing - Adverse effects tests used to evaluate if the 
old rules are negatively affected by the new rules (e.g., a 
reduction in recall).  This test is conducted by comparing the 
features extracted from a very large number of test documents 
before and after the implementation of new rules.  Generally, after 
the new rules are applied, the developer attempts  to ensure that 
baselined features extracted by old rules are not culled by the new 
rules. 
Testing and the follow-up changes to the rules may consume 
much time and should be included in the project plan.  A variety 
of statistical of visual tools may be used to assist Stage 2 and 
Stage 3 testing (see Utilities). 

2.1.1.7 Maintenance 
Maintenance of the linguistic rules is owned by both the business 
analyst and the developer.  The reasons for maintenance may be 
any of the following: 

• New business requirements 

• New features are required for analysis 

• New documents use different linguistic patterns 

• Rule performance must be enhanced 
Maintenance of the rules typically require the developer to 
conduct all the tests; therefore, the necessary time and resources 
(which may be substantial) must be properly estimated. 

2.1.2 Representation 
The following sub-sections outline various types of knowledge 
that are typically part of a rule-based text-mining application. 

2.1.2.1 Sub-syntactic 
At the core of the text-mining feature extraction tool is a linguistic 
platform that would provide the basic functionality needed to read 
the text into tokens, identify the nouns, verbs, etc. in the input 
text. This platform would provide the following functionalities 
among others: 
2.1.2.1.1 Tokenization 
The first step in information extraction from text is to identify the 
words in sentences in the text. The tokenizer performs this 
function. In English text, this process is fairly simple since white 
spaces and punctuation marks separate words. In other languages 
(e.g., Chinese, Japanese), in which spaces do not separate words, 
this process is more complex. Also, in some languages, use of 
hyphens to compound words (e.g., German, Dutch), this is a 
crucial step. 

2.1.2.1.2 Part-of-speech Tagging 
Part-of-speech tagging is the process of identifying a word’s part 
of speech in a sentence (e.g., noun, verb, etc.) by its context.  
Tagging serves as the basis for the information retrieval system to 
perform syntax-sensitive filtering and analysis. 
As an example, the “ing” forms of words are appropriately 
tagged, based on the context surrounding these words in the 
following sentences: 

• verb ing-form: Company A is merging with Company B. 

• nominal ing-form: The salesperson is good at negotiating. 

• Adjectival ing-form: Company A is the leading supplier of 
X,Y, and Z. 

2.1.2.1.3 Stemming and Morphology 
Stemming determines a word's root and associates all words 
formed from the same root. Stemming helps the information 
retrieval system to deliver complete and accurate results. As an 
example, the words “going”, “gone” and “went” all have the 
common root form “go”. 
Morphological analysis deals with recognition of word forms in a 
sentence. Words are typically composed of smaller units of 
meaning called morphemes, which when combined in a certain 
order, make up the words. The form of the morpheme may be 
different depending on the circumstance.  For example, the verb 
“die” morphs as “dying” in the progressive verb form. 
Morphological analyzers have been built for several languages. 
Morphological analysis for English is simpler when compared 
with morphological analysis for other languages such as German, 
where the morphemes and the rules that determine the form of 
each morpheme are more complex. 

2.1.2.1.4 Other Functions 
Other functions that the core platform may perform include 
language identification, de-compounding (in languages such as 
German and Dutch where words are freely joined together), etc. 
Our experience has been limited to text-mining applications in 
English and we have not explored these other functionalities. 
Language identification is critical in information retrieval and 
analysis systems, which may retrieve text from the increasingly 
wide spread of world-wide internet sites where text is available in 
many languages other than English.  

2.1.2.2 Syntactic 
Syntactic rules include determination of noun phrases, sequences 
of verbs or nouns,  extensions to tagger-identified nouns, verbs, 
adverbs, etc. through the use of extended lexicons and rules, etc. 

2.1.2.3 Semantic 
Semantic constructs include some linguistic aspects as well as 
domain-specific components, and are described in the following 
sub-sections: 

2.1.2.3.1 Role Identification 
Role Identification is one step further to the syntactic phase. Role 
identification is the process of identifying what a role a verb or a 
noun or any other part of speech plays in a given sentence. Roles 
can be various attributes of the verb or noun or preposition, etc., 
that includes voice, number, gender, other prepositional attributes, 
etc.  
For example, in the sentence, Company A merges with Company 
B, the role of the verb merge is active voice. 

2.1.2.3.2 Parsing 
When developing text-mining applications, “shallow parsing” was 
used to extract relationships and events of interest. In this 
approach, irrelevant text for the desired event to be extracted is 
skipped and parsing rules are focused only on the relevant 
portions of any sentence. By not performing a “full parsing” of a 
sentence, one may not capture all the semantics of a given  
sentence, but rather focus only on the portions of  interest. For a 
more detailed discussion on this topic, please refer to Full Parsing 
section. 
 



2.1.2.3.3 Domain/Application-Specific Knowledge 
A specific domain or application may require specific lexicons, 
thesauri, and linguistic patterns / rules, in addition to the common 
knowledge (see “Knowledge Hierarchy”).  

2.1.2.4 Rule Standards 
Rule development standards are a key consideration for 
knowledge-base maintenance. Good naming conventions and 
documentation are critical for knowledge-base refinement and 
maintenance. 

2.1.2.4.1 Naming Convention 
Rule-based feature extraction text-mining applications are built 
using a text-mining development tool and environment. The 
development tool typically will include the core linguistic 
knowledge-bases and some cross-application common features 
(e.g., company name recognition, etc.). Since specific 
applications are an extension of these core knowledge-bases, it is 
important to be able to separate and distinguish various types of 
rules including application-specific custom rules, custom-
developed cross-application rules, and tool-provided knowledge 
including core linguistic rules and some cross-application rules. 
One way of doing this is to name application-specific features and 
objects, and custom-developed cross-application rules with 
appropriate prefixes such that they are readily distinguishable as 
distinct from each other and from the tool-provided rules.    

2.1.2.4.2 Documentation 
Linguistic rules for feature extraction are typically written using a 
language defined as part of the text-mining tool. For example, 
some tools make use of a declarative information analysis 
language, which is the basic mechanism to build text-mining 
knowledge-base. Documenting the text-mining knowledge is 
critical to incremental application development and maintenance. 
This documentation should be sufficiently descriptive and should 
include: 

• English description of rules and associated linguistic patterns. 

• Examples/non-examples of text matched by patterns. 

2.1.2.4.3 Knowledge Hierarchy 
Text-mining feature knowledge-base should be developed within 
a layered structure. This would enable re-use of knowledge across 
multiple domains and applications. Some layers of knowledge are 

described in Figure 2. These layers pertain to the application 
layers, as well as the linguistic layers. These layers can be broken 
into: core linguistic knowledge, cross-application common 
knowledge, domain knowledge and application-specific 
knowledge. 
Core linguistic knowledge comprises of the in-built linguistic 
elements in the linguistic platform. 
Cross-application knowledge pertains to commonly occurring 
features for extraction in text regardless of the domain or 
application. For example, company names belong to this layer. 
Company names are likely to be objects of extraction across 
multiple domains and applications. For example, in the financial 
domain, we might be interested in extracting events such as 
mergers or acquisitions from financial news stories, which 
includes extraction of company names involved. As another 
example, in patent mining, we need to be able to extract all 
patent-related information from patent documentation, which also 
includes extraction of company names mentioned in the patent.  
Domain knowledge pertains to a specific domain that could be 
re-usable in more than one specific application.  As an example, 
in the financial domain, extraction of financial amounts specified 
in text is specific to this domain. However, this feature is 
applicable in multiple applications, for example in a competitive 
intelligence analysis (earnings announcements of companies), or 
in a supplier contracts mining application (discount structure for 
purchased items). Examples of domain-specific linguistic patterns 
includes the different commonly found linguistic variations of 
financial amount, e.g., “Y2.5 million” or “2.5 million yens” or 
“25000000 yen” or “2.5M yen”, etc. 
Application-specific knowledge is the custom knowledge that is 
developed for an application and is unlikely to be re-used across 
applications or domains. An example is the extraction of margin 
provisions in a supplier contract. The concept of  “Margin” may 
be expressed in text in more than one linguistic pattern as follows: 

• “EDS shall be eligible for a margin of x% for …” 

• “The discount for EDS shall be x% above the customer 
discount for …” . 

By separating the knowledge-base into multiple layers and 
placing the features at the appropriate layer, it is easier for an 
application developer to enhance and maintain any application by 
performing plug and play of the re-usable features at the 
appropriate layer. 

2.1.2.4.4 Managing Application-level Rule Changes 
A text-mining application’s knowledge-base can include 
knowledge at various layers including the application-specific, the 
domain and the cross-platform common rules, in addition to the 
core linguistic rules. When an upgrade is made to the 
application’s knowledge-base, most changes to rules would occur 
in the application-specific layer. Changes may also be necessary 
in the other layers. 
Changes to rules in any of the layers need to undergo the three-
step testing process prior to application deployment. (see 
Knowledge-Base Challenges – Testing). 

2.1.2.4.5 Managing Core Rule Releases 
When change made to the core rules are to be incorporated in an 
application, the application needs to be tested, with the same 
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application knowledge-base against the old and new versions of 
core rules. The results from these two tests can be compared to 
ensure the following: 
Feature Loss: The new version of the core rules may miss some of 
the application’s previously extracted features. These can be 
attributed to side-effects from changes in the core rules. These 
will need to be identified and corrected. 
Additional Feature Accuracy: The new version of the core rules 
may result in additional feature instances being extracted and they 
need to be checked for accuracy. These additional instances can 
be attributed to improvements made in the core rules.   

2.2 Alternative Methods 
This section briefly introduces a few non-rule-based alternatives  
for managing the knowledge-base. 

2.2.1 Automatic Rule Learning 
In contrast to the rule-based approach where most of the effort is 
focused around writing rules, other systems use a machine 
learning approach where IE rules are automatically learned based 
on an annotated corpus. Most of the effort in this case would then 
be devoted to annotating the corpus with entities and 
relationships. While the experience has shown that accuracy of 
entity extraction rules was quite in par with the hand-crafted 
rules, this was not the case for automatically learned relations 
extraction rules. From our experience we managed to get by using 
hand crafted rules a breakeven score of around 92%. Machine 
learning based approaches were able to achieve around 70% 
breakeven. 

2.2.2 Classification / Categorization 
In contrast to the information extraction approach where the 
entities that tag the document are based on actual terms extracted 
from the document, text categorization tags the document with 
concepts that do not need to be mentioned in the document itself. 
The main advantage of using a categorization approach is that it is 
less time consuming to prepare the training corpus and there is no 
need to manually craft rules. On the other hand, the number of 
tags that would be assigned to any given document would be 
between 1 to 5 tags. That would usually capture just some of the 
main topics of the document and certainly miss most of the 
important entities mentioned inside the document. In contrast, a 
document tagged by an information extraction system will have 
around 20 to 50 tags (for a 2-3 page document). In a nutshell, 
information extraction was found to provide a much better 
infrastructure for text-mining than text categorization. 

2.2.3 Clustering 
Document clustering algorithms can be used  in a  preprocessing 
phase and enable finding the main themes in the documents 
without any need for corpus annotation. The fact that clustering is 
an instance of unsupervised learning makes it very suitable for the 
exploration phase of the text-mining project. In addition, 
clustering algorithms were used in the link analysis phase to 
cluster together related entities. This approach proved to be very 
useful in identifying groups of related objects and in identifying 
their internal organization. 

3. ANALYTICAL CHALLENGES 
After the extraction of desired information, it is often necessary to 
process the information so that the business requirements are met.  

The following sub-sections describe various forms of analysis that 
produce more value from the raw information extracted from 
documents.   

3.1 Significance 
The common measures of performance are precision and recall; 
however, the usefulness of the information extracted may go 
beyond these measures.  Based on an application’s characteristics, 
there could be an opportunity for a flood of technically correct but 
useless information.  Significance of a feature or event is the 
measure of a feature’s usefulness to the user.  It is often difficult 
to predict or quantify significance, until the user is over-loaded 
with ineffectual information.  Controlling significance is not a 
linguistic problem.  Significance can be managed by first 
understanding the information commonly known to the user 
community, and then filtering them out after information 
extraction.  The use of a simple user-maintainable exclusion list 
often helps improve significance.  Other techniques include 
functions, heuristics, relations, and statistical methods. 

3.2 Summarization 
Summarization is the reduction of the size of a document without 
losing its informational content.  A document may be summarized 
in several different forms, depending on the user requirements.  
Common forms of summarization are: 

Executive: An executive summary is typically a single paragraph, 
in plain language, which refers to the key features of an article.  
This form of summarization is useful for understanding the 
essence of a document, and works best when used with a single 
article.  Typically, based on the feature content of an article, 
sentences from the beginning or ending paragraphs are extracted 
and stitched together to generate an executive summary.  
Executive summaries based on multiple articles can easily lead to 
nonsensical outputs. 

Reduction: This form of summary reduces the size of an article 
to a specific size or percentage of the original document’s length.  
The purpose is to have a shorter article that captures most (but not 
all) the features in an article.  These summaries are obtained by 
identifying and scoring the sentences that contain the desirable 
features, and stitching them together to form an article of desired 
size.  These summaries are often based on a single article; 
multiple articles do not produce erroneous results, but may be 
hard to read and comprehend. 

Feature List: This form of a summary is simply a list of all the 
features that were extracted from a document.  The purpose here 
is to obtain a complete list of the feature content of one or more 
articles for review, categorization, or clustering.  The output list 
can be sorted in various manners such as alphabetical, by 
importance, or by frequency. 

Templates: Template-based summarization is a structured way of 
generating summaries for review purposes.  In this form of 
summarization, a finite number of sentences are pre-defined as the 
templates with blanks for the features.  Thus, after information 
extraction, appropriate templates are selected and the article’s 
features are inserted into the templates to form complete 
sentences.   

 



 

For example:  

Template: The ____ contract with ______ will expire on ______. 

Outputs:  

The lease contract with CompanyX will expire on Dec. 31, 2004. 

The employment contract with John D. will expire on 02/03/2003. 

Template-based summaries are appropriate when the source 
documents are fairly structured and limited to a single category, 
such as supplier contracts or insurance claim forms.  Using 
templates to summarize less structured articles, such as news 
stories, could lead to erroneous results. 

3.3 Soft Matching 
When analyzing text, it is possible that certain entities are 
recognized through context and extracted as features, in a feature-
extraction text-mining tool. The content of the extracted feature 
may not always be an exact text match with known values, for 
example, values stored in a database. Instead, it may be a very 
close match. A couple of such situations might be due to 
misspelling in the source, or, due to a non-standard reference to 
an entity. We refer to the problem of matching these extracted 
features to the actual known values as soft matching.  

3.3.1 Examples 
Consider the following scenario. Company names are one of the 
features extracted from a text source, for example, in a financial 
news analysis text-mining application. If the company name in 
the news source is misspelt (e.g., Wal-mart instead of Walmart), 
the text-mining rules can still extract it, based on the context and 
the linguistic pattern associated with the context. Such a misspelt 
company name is not useful for downstream applications that may 
require a correctly spelt company name, for example, to retrieve 
the stock issue symbol associated with this name. Another 
situation when this problem could occur is when the company 
name extracted is a shortened version of the actual name stored in 
the database, for example, ClearForest instead of ClearForest 
Corporation. Another situation is the use of abbreviations, in 
place of the full name, for example, EDS instead of Electronic 
Data Systems Corp. It is also possible that the company name 
ending (Inc. or Corp. or Ltd., …) mentioned in the source text 
does not match with what is in the database. 

This problem of soft matching [7] is not unique to company 
names. It may be applicable to any other proper name feature that 
is extracted, for example, product name, etc.   

3.3.2 Techniques 
There are many algorithms that address the problem of spelling 
correction. For example, Soundex and other algorithms based on 
the basics of Soundex, such as Metaphone, etc., work well with 
phonetic misspellings in words. Other algorithms such as Wspell, 
SpelMate, etc. also address the problem of spelling correction on 
a word, whether typographical or phonetic. These algorithms do 
not address all the problems mentioned in the above scenarios for 
company name soft matching. We have developed a soft-
matching technique to address all the issues mentioned above. 
The technique is a variation of the Soundex algorithm, which is 

configurable toward phonetic or typographic misspellings. The 
algorithm also works on multiple word names. It also considers 
multiple possible endings for company names, and can match to 
the correct name, even if a different or no ending is provided. The 
algorithm may also produce multiple possible matches, for 
example, if the database entries for the company name are 
Electronic Data Systems Corp., and Electronic Data Systems 
India Pvt. Ltd., and the extracted feature is Electronic Data 
Systems. In addition, the soft matching technique addresses the 
problem of abbreviation, through the use of an acronym table for 
known company names. 

Parts of soft-matching algorithms may be very specific to the 
entities that are being matched. In our algorithm, some parts of 
the algorithm were written specifically for company name 
matching. However, other entities, for example, soft matching on 
product names, would require some additional logic. 

3.4 Temporal Resolution 
Most business information extracted from documents is likely to 
be time dependent.  For example, insurance claims refer to the 
date of an accident, news events are reported on specific dates, 
and patent claims expire on certain dates.   Therefore, the 
temporal context of a feature or event is often of much importance 
to a business decision.  Temporal resolution of features and events 
often takes place both during information extraction and in post-
extraction analysis.  Temporal analysis can prove to be a 
significant challenge and deserves a lot of attention. 

Temporal information comes in many forms, such as 3/7/1999, 
June 2000, Last Year, 2 Days Ago, Second Quarter, and many 
others.  In fact, there are easily over a hundred representations for 
date and time.  The temporal information may specify an absolute 
date (e.g., 3/7/1999) or relative to another date (e.g., last week).  

The first indication of temporal information is the date/time of the 
document (e.g., file creation date, news release date, contract 
signing).  This date is usually the baseline for the relative dates, 
and may also be used to place a date stamp on all the documents’ 
features if no other date is available.  Dates can also be embedded 
within a document.  Linguistic rules must be developed to identify 
and extract all the possible representations of date/time, and 
whether this information is absolute or relative.  The rules must 
also discover the associations among the dates and features/events 
in the article.  At other times, functions may be required to 
compare dates with the current date.  For example, an expiration 
date of June 5, 2002 may not be very significant on March 2, 
2002, but highly relevant on June 1, 2002, and may be totally 
irrelevant after July 2002. 

Post-extraction analysis of temporal information attempts to 
resolve the date/time information to best support the needs of the 
application.  For example, an application may require absolute 
dates for most of its features.  In this case, a phrase such as “two 
weeks ago” must be compared with the date of the article to 
determine what calendar day “two weeks ago” was referring to.  
In other applications the exact date may not be necessary; instead, 
a timeframe may be required, such as “near future”, “distant 
future”, or “present”.  In this case, date/time information must be 
compared against the current date, and then associated with 
various time blocks. 



Temporal analysis is often a hard problem and may require 
innovative techniques.  For example, fuzzy logic and confidence 
factors may be used to map incomplete dates (e.g., mid-2002) to 
an exact date (e.g., July 1, 2002) with an appropriate level of 
confidence. 

3.5 Uniqueness Resolution 
When processing a large number of documents, it is possible to 
identify many features and events that resemble one another.  For 
example, many “file servers” can be discovered in computer 
hardware supplier contracts.  When making decisions, the user 
usually needs to distinguish one feature from another, which leads 
to the problem of uniqueness resolution.  Using various 
techniques such as context analysis, heuristics, feature matching 
etc., the application must discover which features (in different 
articles) are unique, and which ones refer to the same thing.  
When the available information is incomplete, uniqueness may be 
measured by a degree of similarity. 

The uniqueness problem is underscored when considering 
different people having the same name, or the same person’s 
name occurring in multiple articles.  Resolving uniqueness is 
often critical to any decision that is based on the extracted 
features.  Also, uniqueness resolution is important for reducing 
the volume of information to store and review. When eliminating 
duplicate information, care must be taken to store the most 
significant instance of a feature, which could be context-
dependent, the first occurrence, the last occurrence etc. 

4. LINGUISTIC CHALLENGES 
This section briefly reviews some of the linguistic challenges 
faced by application developers. 

4.1 Anaphora Resolution 
One of the main challenges in developing comprehensive text- 
mining systems is anaphora resolution or the ability to resolve co-
references [2, 5, 6]. Consider, for example, the following text 
fragment from the Chicago Tribune:  
“Mohamed Atta, a suspected leader of the hijackers, had spent 
time in Belle Glade, Fla., where a crop-dusting business is 
located. Atta and other Middle Eastern men came to South Florida 
Crop Care nearly every weekend for two months.  
Will Lee, the firm's general manager, said the men asked repeated  
questions about the crop-dusting business. He said the questions 
seemed "odd,"  but he didn't find the men suspicious until after 
the Sept. 11 attack.” 
It is fairly easy to conclude that Atta refers to Mohammad Atta; it 
is a little more difficult to conclude that “he” refers to Will Lee. 
However, it is much more difficult to infer that “men” refers to 
Mohammad Atta and his friends, since this co-reference appears 
in a different paragraph and does not include any direct reference 
to Atta. In general, it was found that resolving proper names and 
aliases (like GM for General Motors) was fairly easy, resolving 
pronominals like “he”, “she”, “we” etc, was harder, while 
resolving definite noun phrases like “the ruthless man” was the 
most difficult and the most error prone. The approach taken is a 
knowledge-based approach where for each referring phrase all 
accessible antecedents were collected. The accessible antecedents 
are computed based on the type of the referring phrase. For proper 

names all previous entities served as candidates. For pronouns, 
entities that appeared within the previous sentences of the current 
paragraph were used. For definite noun phrases, all entities that 
appear within the current paragraph and the preceding paragraph 
were used. One exception to this heuristic were entities of the 
form “the X” where X was one of company, organization, 
corporation, etc. where the scope was extended to the whole 
preceding text. In order to select the right antecedent from the set 
of all possible candidates the candidates that were incompatible 
with the referring phrase were eliminated (either due to gender, 
type, or plurality). From the filtered set the final candidate was 
selected according to the following heuristics (in order of 
importance): 
1.Prefer the candidate that appears earlier in the current sentence 
2.Prefer the candidate that appears earlier in the previous sentence 
3.Prefer the candidate that appears later within other sentences 
(prioritized in descending order of their position in the document). 
In order to compute the effectiveness of these anaphora resolution 
heuristics, the number of pairs (of referring expression and 
antecedent) that correctly matched was computed. It was found 
that in 82% of cases the right match for the referring expression 
was performed. 

4.2 Full Parsing 
Based on actual empirical evaluation, it was found that it is 
enough to focus just on the Core Constituents and use shallow 
parsing augmented by “smart skips”. These skips enable the 
information extraction engine to skip irrelevant parts and focus 
just on the important phrases of each sentence. Other researchers 
have attempted to use full parsing as a component in their 
information systems and have concluded that it was not 
worthwhile to invest the extra effort. Specifically, full parsing was 
included in the SRI TACITUS system (implemented for MUC-3) 
[3, 4] and the NYU PROTEUS system (implemented for  MUC-6) 
[1]. Both of these systems did not gain any improvement in 
accuracy due to the full parsing employed.  The main problem 
with using full parsing is that due to the combinatorial explosion 
of possible parses it is very slow and very error prone. 

5. UTILITIES 
To produce a functioning application, it is usually necessary to 
develop or use certain utilities to help with interfaces, analysis, 
visualization etc., as described below: 

5.1 Feature Analysis 
When developing text-mining applications, it is important to 
distinguish between extraction of information and analysis of 
information.  Extraction of information is identifying the features 
or relations of interest in a document and either marking them or 
storing them outside of the document.  Analysis of information 
involves aggregating or otherwise processing the extracted 
information to compute or infer something that was not explicitly 
stated in the source article.  
Generally, it is advisable to keep extraction and analysis separate 
from one another.  Using linguistic rules, it is relatively easy to 
perform some analysis during extraction. For example, if the 
business requirements ask for a name and phone number pair, it is 
fairly straightforward to develop rules that extract names and 



phone number, then concatenate them, and output the pair as the 
feature: 
 
Name: John Doe 
Phone: 555-1234 
Output Feature: “John Doe – 555-1234” 
In this example, the business requirement was satisfied, but a 
maintenance problem has been created.  What if, in the future, 
there is a need to extract just the name, or just the phone number?  
In this case, the linguistic rules will have to be modified, which 
can be fairly complex with non-trivial features.  
It is recommended that the linguistic rules be limited to the 
extraction of information only, and use external functions, 
heuristics, or queries to perform any aggregation or analysis, 
resulting in a more maintainable application. 

5.2 Visualization 
When developing a text-mining system one of the crucial needs is 
the ability to browse through the document collection and being 
able to “visualize” the various elements within the collection. 
This type of interactive exploration enables one to identify new 
types of entities and relationships that can be extracted and, better 
explore the results of the information extraction phase. 
The visualization tool used is called ClearResearch. This 

visualization tool enables the user to visualize relationships 
between entities that were extracted from the documents. The 
system enables to view collocations between entities or a 
semantic map that will show entities that are related by any of a 
defined set (user definable) of relationships.  As an example of 
such a semantic map, see Figure 3, which shows relationship 
between companies that are related by some type of acquisition 
relationship (planned, historic, or actual acquisition). 

5.3 Database Connectivity 
Without database connectivity a text-mining application is 
isolated.  The application developer must consider database 
interfaces both for bringing data into the text-mining application, 
as well as outputting and storing the extracted information. 

5.3.1 Input 
In all of the applications that were developed it was noticed that 
often the analyst would like to use background information about 
entities, which is not available in the documents. This background 
information enables the analyst to perform filtering, clustering 
and to automatically color entities in various colors. For instance, 
when dealing with relationships between companies, an analyst 
would often like to use the SIC codes assigned to companies.  The 
SIC codes will enable the analyst to focus for instance, on 
relationships between software companies and hardware 
companies. The relationships are extracted from the documents, 
but it is often the case that the actual SIC codes are not mentioned 
in the documents. In order to enable the usage of such background 
information, a direct connection to an external database is needed. 
A database gateway that can connect to external relational 
databases was developed. This gateway can create virtual nodes 
in the taxonomy based on properties stored in the database. As an 
example all the information from Hoovers was stored in a 
database and enable defining groups of companies on the fly 
based on their various properties. Such a group might be all 
companies whose headquarters is in New York City and whose 

industry code is “Financial Services – Investment Firms” and 
which have more than 1000 employees. This utility allows one to 
create flexible taxonomies that are based on live data residing in 
relational databases and apply them to entities extracted from any 
stream of documents. 

5.3.2 Output 
The ability to output the extracted features from mining text into a 
database is important for practical text-mining applications. Text-
mining applications typically need to perform various kinds of 

Figure 3. A relationship map between all companies connected by any kind of acquisition relationship 



post-mining analysis on the features extracted. Database output of 
features significantly aids this process.   

5.3.2.1 Extraction of Features into RDBMS 
Features extracted from the text-mining rules include facts and 
events, which can be expressed as mined relationships between 
various mined entities. For example, the concept of “refunds” 
extracted from a supplier contract, could be expressed as a 
relationship between “RefundAmount”, and “RefundTimeframe”.  
As a specific example, consider the input text, “EDS shall receive 
a full refund of the license fees within thirty days from the 
cancellation date.” 
Text-mining would extract a feature “Refunds” with the 
associated terms “RefundAmount” (with the value “full refund of 
the license fees”), and, “RefundTimeFrame” (with the value  
“within thirty days from the cancellation date”). This would 
correspond to a relationship called “Refunds” in the output 
database with the text fields “RefundAmount” and 
“RefundTimeFrame” containing the appropriate values. 

5.3.2.2 API 
The text-mining application typically would mine volumes of text 
(for example, tens of thousands of news articles per day) and it is 
essential to store the text-mining results in a relational database in 
a seamless manner. The text-mining application must provide an 
application programming interface to perform this function.  

5.3.2.3 Distributed Extraction 
Applying text-mining rules to several thousands of documents in 
a day, and making use of an API to store the results of text-
mining into a database, may take many hours, depending on the 
complexity of the text-mining rules. To speed up this processing, 
the API must provide a means to distribute the processing 
seamlessly between multiple processors. It must also be possible 
to re-start processing from the point of last processing, in the case 
of  a halt in processing for any reason. 
 

5.4 Source Pre-Processing 
The source text for text-mining application could potentially 
come from a variety of different sources including the web, or any 
other documentation including e-mails. It is very important for the 
text-mining tool to provide utilities for seamlessly handling a 
variety of text sources such as ASCII text, PDF, Word, Postscript, 
HTML, etc. For example, in a supplier contract mining 
application, the contract documents could be in Word, or, in PDF. 
It is also possible that much of the documentation is in paper 
form, which may need to be converted to a digital form through 
scanning and OCR for processing. The quality of the documents 
in paper form may play a role in the accuracy of the scanned and 
converted text input. Pre-processing of documents may involve 
the inclusion of document meta-data, if it is not already included. 
 

 
Figure 4. Defining Patterns by using Visual Editors 

 
5.5 Rule Authoring 
To increase the productivity of the application developers, it is 
prudent to consider using rule editors and visual tools, as 
described below: 

5.5.1 Editor 
Developing the information extraction rules can be a very tedious 
task and hence there is  a strong need for a versatile development 
environment. Two integrated tools were used to develop the rules. 
One is the main development tool, which enables the creation of 
rules, editing, debugging and profiling. The other is a wizard-
based tool called ClearStudio, which enables users to define new 
relations based on examples found in the documents. 

5.5.2 Visual 
The template editor enables the user to select a text fragment from 
any document and build a new pattern based on that. The user can 
generalize any part of the text fragments by selecting the part and 
replacing it by one of the predefined building blocks.  
As an example, in Figure 4, the pattern that was extracted from 
the sentence “Kamfar, also known as Amer Taiybkamfar, was 
reported to have lived in Florida for the last 18 months” is shown. 
The pattern generalizes the sentence to extract a relationship that 
correlates a person with a city or state. It was found that the users 
are much more comfortable working in this abstraction level than 
using a formal language to define the grammar of the patterns. 

5.6 Regular Expressions 
One of the tools that help the developer in identifying relevant 
sentences for the rules under development is the Pattern Locator 
tool. 
This tool (see Figure 5) provides for entry of a linguistic pattern 
and location of all instances of the pattern in a document 
collection. It then enables generalizing a selected subset of those 
instances. Portions assigned to variables are shown in red and 
blue. The full instance of the patterns is underlined. 



 

 Figure 5. A Utility to locate all sentences satisfying a given 
Regular Expression 

 

6. CONCLUSION 
Various issues in developing and deploying text-mining 
applications, both technical and from a project manager’s 
standpoint, have been addressed in this paper.  While our focus 
has primarily been on rule-based information extraction, we have 
also touched upon the use of alternative methods. We have 
outlined some required technical components of the text-mining 
solutions, and best practices and methodologies for development 
of rule-based information extraction applications, based on our 
experiences with real-world applications in multiple industries. 
This paper also emphasizes the need for post text-mining analysis, 
utilities and integration with other applications, which are a 
necessity in practical solutions. 
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